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Imitation from Videos, Practice with ourselves

e Human needs to do practice after watching expert demos

| —

Exﬁerf Demos Practice



Imitation from Videos, Practice with ourselves

Imitate such behaviors from videos is
impossible due to the embodiment gaps




BIG PICTURE

Robot Manipulation in My Mind
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BIG PICTURE

Robot Manipulation in My Mind
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1. Task Planning

What to do?
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Q@ 2. Motion Planning 3. Control & Interaction

43 How to move there? How to execute and interact?
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BIG PICTURE

Robot Manipulation in My Mind
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BIG PICTURE

What can Robots Learn from Humans?

Task Planning

e Human’'s expert knowledge as task planner

| spilled my drink, can you help? | spilled my drink, can you help?

GPT3 a vacuum cleaner.
Do you want me to
LaMDA find a cleaner?
FLAN I'm sorry, | didn't

mean to spill it.

You could try using

(
1
1
|
|
1
|
|
1
|
I
I
1
|
|
L

“find a cleaner”

“pick up the sponge”
“try using the vacuum”

Value Functions

“tnda cleaner”
“find a sponge” L
“go to the trash can”
“pick up the sponge” .

SayCan

tind a cleaner
“find a sponge”
“go to the trash can”
“pick up the sponge”

SayCan, Zeng et al, CoRL 2022

Language guidance for Task Planning

| would:

1. find a sponge

2. pick up the sponge
3. come to you

4. put down the sponge
5. done

(a) Training skill discovery with cross-embodiment videos

Unaligned
videos
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XSkill, Xu et al, CoRL 2024

(b) Inference on novel tasks
777

S Human video on
tR\ a new task

Skill Identification
anuN

l Skill Alignment

p(als,z) " Action

Poiey | Robot

Human video as the Task Planner



BIG PICTURE

What can Robots Learn from Humans?

Motion Planning + Kinematics-based Control
e Imitation Learning from Human Data

EA o0 Meta
Human Knowledge D kj - ChatGPT '

Internet.zip

From Prof. Danfei Xu'’s slide in CoRL Keynote



BIG PICTURE

What can Robots Learn from Humans?

Motion Planning + Kinematics-based Control
e Imitation Learning from Human Data

Human Data Robot Data
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EgoMimic, Kareer et al, ICRA 2025
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EgoScale, Zheng et al, Arxiv 2026



BIG PICTURE

What can Robots Learn from Humans?

Motion Planning + Kinematics-based Control
e Imitation Learning from Human Data
e Not enough for contact-rich manipulations

\ 4 LY

W, Wi,et al. TactAlign. In RSS, 2026.



https://docs.google.com/file/d/1rYPBNUIFdEZ1pyWDh8MkpwyZjXfopKCh/preview
https://docs.google.com/file/d/109RXUjRfniWLWduw2JiWxw9n9hXIil7E/preview

BIG PICTURE

What can Robots Learn from Humans?

Contact-rich manipulations
e Smooth, Diverse, Faster Motion for contact-rich manipulations



https://docs.google.com/file/d/1gsYki9wakhdeKfGsV4kAoZXMuTLQ3QKR/preview
https://docs.google.com/file/d/1j_T_b0WIlhr8BYa-xHfPO67kq7qdljA8/preview

BIG PICTURE

What can Robots Learn from Humans?

Contact-rich manipulations

e Smooth, Diverse, Faster Motion for contact-rich manipulations —
e Tactile insight for contact reasoning and reactive behavior

N\
Contact state

P=u
; — = 2o @ (touch / no touch)
=
& Force & direction
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(how hard and

which way) y

¥
& [ Mg\ Slip/friction
@ (is it slipping?)

J

N
Compliance strategy

(when to push,
soften, or adjust) )



https://docs.google.com/file/d/1gsYki9wakhdeKfGsV4kAoZXMuTLQ3QKR/preview
https://docs.google.com/file/d/1j_T_b0WIlhr8BYa-xHfPO67kq7qdljA8/preview

BIG PICTURE

Contact Rich Manipulation from Human Video and Tactile

combine both to build robots
that anticipate contact

essential for contact
but sensor-specific and costly

s

rich interaction priors
but no force or tactile signal

57
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LEARNING WHAT TO DO

Learning from Human Videos

&
e

VLM
EgoMimic
i

“Iron the T-shirt” Text : q
Encoder
] Pretrained
Human Data Robot Data —
3 va’ . f

Hand
Pose
extraction

L]

= lln-@ = ; ¢ Joint
_”. ?.me " DIT ) Angle
. o s o Action B
Hand Trajectories Training Data - EXpert EEF
EF Pose
i N iterations
EgoMimic, Kareer et al, ICRA 2025 EgoScale, Zheng et al, Arxiv 2026

e Extract human hand pose, utilize human data as robot data
e Cotraining and Pretraining, with teleoperated robot data



LEARNING WHAT TO DO

Human and Robot have Embodiment Gaps

Huge embodiment gap:

e Dexterity/Action gaps between human and robot



https://docs.google.com/file/d/15H6LECpk5t60hbvbWigQNSpiIwChzpbf/preview

LEARNING WHAT TO DO

Human and Robot have Embodiment Gaps

Huge embodiment gap:

e Dexterity/Action gaps between human and robotx
e Sensory gaps (visual gap)




LEARNING WHAT TO DO

Human Videos Transfer through Objects and Interaction

Embodiment Gap Object-Centric Representation Interaction-Centric Representation
(Human ) : Fuman
C J
| ]
Shared Shared
Object-Centric Interaction-Centric
Representation Representation

e - - — - - - - — - -y o - —— - - - - - -y

1
human hand ! robot gripper
! Translation Rotation Trajectory : : Contact Point Relative Motion Interaction State
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— ~ F % i B 2 I
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Approach - Contact -» Manipulation :

e e e e e e e e e o T v e e e L e T G o o i i s s K s o s | Y -y e | S A

object-centric cues interaction-centric cues
embodiment-agnostic shared across embodiments

Human video is the largest manipulation dataset we
have. The transferable part is not the demonstrator’s ©bject-centric priors give policies a

. e . . high-level physical intention before
embodiment — it is the task-relevant object motion. ', i < i adaptation.



LEARNING WHAT TO DO

GenFlowRL: Shaping Rewards with Generative Object-Centric Flow
in Visual Reinforcement Learning

Cross-Embodiment
Dataset

Task Description

Pour water from the
mug to the container.

Flow Generative Network

Sim:blation' Evalyation "\ * |
< & ¢ { ‘. DD Generated Flow

NN )2 K"‘ 1)

(a) Simulation Evaluation Benchmark.

Gen.| = :/:Iow
Flow Matching v

Pouring the water into a bottle.
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O mbodime ;
Ao !
»

=

; =

o

Flig

Folding the Cloth.

[0} I

Robot State Reward

Environment

(b) Cross-Embodied Flow Matching Demo. Robot Execution

Kelin Yu*, Sheng Zhang*, Harshit Soora, Furong Huang, Heng Huang, Pratap Tokerr, Ruohan Gao
ICCV 2025, Spotlight and Best Paper Nomination at ICRA FMNS Workshop



LEARNING WHAT TO DO

Generated Flow for Policy Design and Reward Shaping

A.Escontrela, et. al, NeurlPS 2023 M. Xu, et. al, CoRL 2024

Motivation
e Generated video has been widely used for reward shaping, but hard to extract
manipulation-centric features like motions
e Video is hard to be cross-embodiment
e We use shared object-centric flow for both policy design and reward shaping



LEARNING WHAT TO DO

Generative Model For Robot Learning

Move A Red Block
to A Brown Box

Combinatorial Language Multi-Task Generalization
Long-Horizon Pl

(wipeasrownbox ) || I ” = h
Before Pick up A Red
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Block. Then Put Red

z
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Yellow Sponge RSN
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Internet-Scale Knowledge Transfer

Wipe the e

Cut A Pineapple in NENEZZH |

A Few Steps

Counter with
Robot Arm and
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Du. Y et al., 2023

Inputs Generated Frames

Generated Video

£
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Robot Execution

Active Region (AR)

Liu. R et al., 2024 Huang. S et al., 2024



LEARNING WHAT TO DO

Flow-guided Robot Learning

Action-free Video Dataset
Particle trajectory dataset

Video dataset

== (BR0, 5R0.- BOL)
L LRI B B

Track Transformer

» s . ®
EQB @@Q h E}QQ
Wen. C, et al., 2024

(b) Flow2Act. Robot-specific action generation
via simulated exploration data

) image token B vrock token
.mwﬁm © masked point

a) Im2Flow. Task-specific flow generation
via real cross-embodiment video

(c) Im2Flow2Act.
Real-robot execution
without real-robot
training data

Cloth Folding

Pouring

Xu. M, et al., 2024

Pick & Place

Action-labeled Demos

.

@ Track Transformer

Track-guided Policy ™
|

action

|-

Policy

Robot Policy [

Guzey. Y, et al., 2024



LEARNING WHAT TO DO

Bounding Box

—

Sphere Robot Sawyer Robot UR5 RObot

Cross-embodiment Dataset

Generate cross-embodiment object flow dataset:
eDetect object with a bounding box



LEARNING WHAT TO DO

Bounding Box Sampled Keypoint

Sphere Robot Sawyer Robot UR5 RObot

Cross-embodiment Dataset

Generate cross-embodiment object flow dataset:
eDetect object with a bounding box
eSampled Keypoints from the bounding box



LEARNING WHAT TO DO

Bounding Box Sampled Keypoint Online Tracking

Sphere Robot Sawyer Robot UR5 RObot

Cross-embodiment Dataset

Generate cross-embodiment object flow dataset:
eDetect object with a bounding box

eSampled Keypoints from the bounding box
eDoing Online Tracking with CoTracker



LEARNING WHAT TO DO

Bounding Box Sampled Keypoint Online Tracking Motion Filter

Sphere Robot Sawyer Robot UR5 RObot

Cross-embodiment Dataset

Generate cross-embodiment object flow dataset:
eDetect object with a bounding box

eSampled Keypoints from the bounding box
eDoing Online Tracking with CoTracker

eUsing Filter to remove keypoints out of the object



LEARNING WHAT TO DO

[ﬁFlow Generation )

(a). Flow-to-Flow Encoding

I?'Z}: W
i i H _/:
Wi s 4
Flow Flow

(b). Flow Dynamics Tuning

S

Task
Img Flow

(c). Flow Post-processing

YMoﬂon Filter

Semantic Filter

Formulate flow generation process with AnimateDiff
eFirstly, training the decoder of VQ-GAN in StableDiffusion
eSecondly, finetuning the UNet with LORA

eBefore policy learning, process the generated flow with motion
filter



LEARNING WHAT TO DO

@ow Generation )

(a). Flow-to-Flow Encoding

’, & &-Flow Reward State Reward
B %
4 Dec. i
Flow Flow .
B
(b). Flow Dynamics Tuning - g
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A Reahed
]
~ Flow
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:

%
74
i
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i

Img Flow , I8¢

(c). Flow Post-processing e
ﬁgMoﬂon Filter \ .
Generated  Robot .. Completed

Semantic Filter |

\ Flow Flow

4

Adapt the expert flow into a flow-derived reward model
eFomulate the flow as d8-Flow and do flow matching between
expert flow and execution flow for reward shaping
eUtilize task-specific state reward.



LEARNING WHAT TO DO

CﬁFlow Generation ) C@ Flow-derivedPolicy Learning )
(a). Flow-to-Flow Encoding /7~ - - N\
O Pour water from the mug 1] I

{ to the container. g 5-Flow Reward State Reward
7 i |
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| 1 Generated §-Flow

* / ~ Flow

o Matching
m(-) T

Img i Flow

(c). Flow Post-processing
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Then, we can utilize the flow-derived reward model in
various task with our flow generative network.



LEARNING WHAT TO DO

CﬁFlow Generation ) C@ Flow-derived Policy Learning ) [:]
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Finally, we train a flow-derived policy, which maps robot
observation and generated 56-flow as the input into the robot
6Dof actions.



LEARNING WHAT TO DO

The task setup and
execution for ten
different manipulation

tasks

Prompt Generated Promnt Generated
£ Flows p Flows
PickNPlace Pusing
Put the mug Push the
into the plate coffee mug to
’ the goal
s Levering
Courueer Push the lever
from the mug e
to the bowl p
Assembl
Opening sembly
Open the Asserpble .the
drawer peg with circle
to the cylinder
roumne Closing
tzct’fe?;cfﬂu Close the
. cabinet door
corner
Fouting Stick Pulling
Pivot the peg Pick a stack
perpendicular and s it
pull the kettle

to the wall




LEARNING WHAT TO DO

Experiments: Tasks

PickNPlace Pouring Pivoing

»
Frameg | 5 b
2 9
’\

Generated

el
Frame: . -

i)

Rollout



https://docs.google.com/file/d/1r-FUiHuFkt13g4JeFw5l66k9J7_6dXD6/preview
https://docs.google.com/file/d/1n2hlBGDmvAvwEUaD3OW3fFcrRSpd4Ogr/preview
https://docs.google.com/file/d/1elFubiNZOP0gn54DrWnY13oCWM3sIboZ/preview
https://docs.google.com/file/d/1ppdxTotqY9Ur5sDhTEN8xVtw6vrMyos0/preview
https://docs.google.com/file/d/1PQTVhnAzYR627F75VNwxPhGb9ZcuEa-H/preview
https://docs.google.com/file/d/1DtxZ736LJ14-0AVHWJjuDebg6BREhTOx/preview
https://docs.google.com/file/d/1bIfGpauond13KmsKj2DfUgPh6Gk03Nqa/preview
https://docs.google.com/file/d/1r-FUiHuFkt13g4JeFw5l66k9J7_6dXD6/preview
https://docs.google.com/file/d/1ppdxTotqY9Ur5sDhTEN8xVtw6vrMyos0/preview
https://docs.google.com/file/d/1PQTVhnAzYR627F75VNwxPhGb9ZcuEa-H/preview

LEARNING WHAT TO DO

Experimental Results: Object-centric vs Video

Demonstration-Conditioned

Language-Conditioned

PickNP. Pour Open Fold Pivot | PickNP. Pour Fold Fold Pivot
Heuristic [49] 70 50 30 0 0 / / / / /
Im2Flow2Act [42] 100 95 95 90 60 90 85 90 35 45
GENFLOWRL (Ours) 100 100 100 95 9% 95 95 95 80 85

e Im2Flow2Act: Flow Generation + Flow-based Imitation Learning
e Heuristic: 3D Flow as the Ground Truth + Trajectory Optimization



LEARNING WHAT TO DO

Experiments: Tasks

Assembly Close Lever Coffee Stick

Generated

Rollout



https://docs.google.com/file/d/1tCx_kcMzGub3D-8BCmRqhtdwv-T4cT_V/preview
https://docs.google.com/file/d/1a_VUnXISS-nD6sNrQNq2fgwo1Kr4qudd/preview
https://docs.google.com/file/d/1db70Gx8z95zBEYra7lYv0AIw0V7E3u9Q/preview
https://docs.google.com/file/d/1eNT8xCdFRwO1JXUMyMPWPdxL5Ce9_0yq/preview
https://docs.google.com/file/d/1-lQQ_EItIMARfgo-M1Sq6paB8-HVBTZr/preview
https://docs.google.com/file/d/1HneE1N6mbFigFj1rJ3xVjx3r_D2dxybP/preview
https://docs.google.com/file/d/1Lj0v98lB9uY18bw5XzdW4T67cPxTsLZ8/preview
https://docs.google.com/file/d/1W2hePwsiSIgjIFinW0SFAiMQnajxSa_4/preview
https://docs.google.com/file/d/1zlL1V-a5rPZgfLHIAJpGIPDieczyP_le/preview
https://docs.google.com/file/d/1zlL1V-a5rPZgfLHIAJpGIPDieczyP_le/preview

LEARNING WHAT TO DO

Experimental Results: Object-centric vs Video

Success Rate (%)

Assembly Coffee Push Door Close Lever Pull Stick Pull
100 100 100 ' 100 100
80- 80 80- 80 80
60 60 60 60 60
40 40 40 40 40
20 20 20 20 20
0 0 0 . 0 0
0002040608101214 0.0 0.5 1.0 1.5 2.0 0 1 2 3 4 5 0.0 0.5 1.0 1.5 2.0 0.0 0.3 0.6 0.9 1.2
Number of Frames x107 Number of Frames x10° Number of Frames x10° Number of Frames x10° Number of Frames x107
— Diffusion Reward VIPER = Sparse Reward - RND = GenFlowRL (ours)

Compare our method with other video-guided RL baselines on the Meta\World Benchmark:
e Diffusion Reward

e Video Prediction Model
e Random Network Distillation
e Sparse Reward



LEARNING WHAT TO DO

Case Study: Aligning Human Video with Robot Demos

PickNPlace Learning Progress
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https://docs.google.com/file/d/1mIlUxnSv2ygP9cEFjBrevJJhHalCFvkR/preview
https://docs.google.com/file/d/16SkRdiTnUFvqYz_rdpnYdJp1qT1_78F7/preview
https://docs.google.com/file/d/14BGaFXl1Cx5lzfoPjINpLlWzr6ObwkF-/preview
https://docs.google.com/file/d/1peHmCPDoUvaw7SpHs_X17NYUPiSJ87wD/preview
https://docs.google.com/file/d/1ZZmL4SXrvXEft52oRYH7gWPTphw_Yx7U/preview
https://docs.google.com/file/d/1b3rWCUAZiO6AexKvtzm9MCHGeTf-VmS6/preview
https://docs.google.com/file/d/1My1N8lS8DuFdimYh4KiPR3iV7RyVtUQ2/preview
https://docs.google.com/file/d/1lPVqPlpA9Pl5n08edx-E--_p05BOzPqR/preview

BIG PICTURE

We learned motion priors from human videos via object-centric flow
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BIG PICTURE

We learned motion priors from human videos via object-centric flow
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LEARNING WHAT TO DO

HumanEgo: Zero-shot Human2Robot via Interaction-centric Representations

- O8JT Interaction- ©8J2 *
Centric .

'\ Representation

\ Nep /

e \ 4
*J <
3 JOW! u% Kl

Human is a great form of embodiment 20,00, 7, T4
oo We learn from minutes of human egocentric videos
&J No robot demonstrations required

Faster Collection, Better Performance

Zero-Shot Human-to-Robot Transfer

(@ One policy > Multiple robots, setups, envs
ul 92.5% average success across 4 tasks
& Only 30 min of human video per task

Zhi Wang*, Botao He, Kelin Yu, Seungjae Lee, Ruohan Gao, Furong Huang, Yiannis Aloimonos
In Submission, Oral Presentation at RSS RoboData Workshop



LEARNING WHAT TO DO

Interactive Centric Representations

P
7 N
/7 REF 8
v ) . N
{ oBJI o -/ oBJ2 )
nteraction-
\ ‘ Centric ‘ /

\ Representation /

\w, \w/

LEFT RIGHT

Zhi Wang*, Botao He, Kelin Yu, Seungjae Lee, Ruohan Gao, Furong Huang, Yiannis Aloimonos
In Submission, Oral Presentation at RSS RoboData Workshop



LEARNING WHAT TO DO

HumanEgo: Zero-shot Human2Robot via Interaction-centric Representations

Ego-centric Human Videos Zero-shot Human2Robot Policy

Zhi Wang*, Botao He, Kelin Yu, Seungjae Lee, Ruohan Gao, Furong Huang, Yiannis Aloimonos
In Submission, Oral Presentation at RSS RoboData Workshop


https://docs.google.com/file/d/1zdXafqy88lHuKjkWuYlgnhFachfSXs8H/preview
https://docs.google.com/file/d/13EBB7E_BPug9HpQObfmUskG7XZw8MvLc/preview

BIG PICTURE

We learned motion priors from human videos via object-centric flow
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LEARNING HOW IT FEELS

Why Robot need MultiSensory Perception

See and catch the ball

Feel the deformable of earphone

Hear the sound from Vacuum

H. Li,et al. "See, Hear, Feel: Smart Sensory Fusion for Robotic Manipulation". In CoRL, 2022.
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Tactile Sensing

@ object

[y clastomer
7 2Z T

]
support plate

77
/S
y

S
¥ LEDs

. camera

(a) (b) (©) (a) (b) (c)

W. Yuan,et al. "GelSight: High-Resolution Robot Tactile Sensors for Estimating Geometry and Force". In Sensors, 2017.

B. Huang et al, 3D-VTac, CoRL 2024 Capacitive Tactile Sensor Bhirangi et a, AnySkin, ICRA 2025
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With v.s Without Tactile

W, Wi,et al. TactAlign. In RSS, 2026.


https://docs.google.com/file/d/1rYPBNUIFdEZ1pyWDh8MkpwyZjXfopKCh/preview
https://docs.google.com/file/d/109RXUjRfniWLWduw2JiWxw9n9hXIil7E/preview

LEARNING HOW IT FEELS

Learning from Human Tactile Insights

How about learning multi-modal policy from human?
Can embodied sensorimotor experiences helps?

Out of scaling up, are human experience helptul for
the performance of contact-rich manipulation tasks?
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MimicTouch: Leveraging Multi-modal Human Tactile Demonstrations for
Contact-rich Manipulation

Kelin Yu*, Yunhai Han*, Qixian Wang, Vaibhav Saxena, Danfei Xu, Ye Zhao,
MimicTouch: Leveraging Multi-modal Human Tactile Demonstrations for Contact-rich Manipulation
CoRL 2024, Best Paper Award at NeurlPS TouchProcessing Workshop
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First contribution: Why tactile and audio feedback only for insertion tasks

Fig. 8. Rendering of achieved goal states of our trained subpolicies for
FrankaNutBoltEnv. Left: Pick. Middle: Place. Right: Screw.

Good lighting conditions & Open space

Poor lighting conditions & Constrained Space
Visual policy fails & even no place to put cameras!
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Second contribution:Why Human Play Data?

A e

Human
faster

Diverse

Easy


https://docs.google.com/file/d/1j_T_b0WIlhr8BYa-xHfPO67kq7qdljA8/preview
https://docs.google.com/file/d/1gsYki9wakhdeKfGsV4kAoZXMuTLQ3QKR/preview

LEARNING HOW IT FEELS

Human Tactile Demonstrations

Retarget poses of human finger tips to
the robot proprioception.

Tactile images reflect the change of the
object poses with different contacts

Audio Signals reflect the vibrations with
slippery and collisions between
contacts.
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Multi-modal Representation Learning

(

Proprioception

Tactile Images

Audio Signals
\ J
Y

(a). Data Collection

o SR
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\ﬁ(—/

(b). Representation Learning
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online
loss
minimization
target
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! i moving
io | _Audio Normalization & v average
QLRGN | Segment Augmentation
Fig. 2. BYOL and BYOL-A system overview.
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> > » > v 4T
T
3 » > > v b) Resize F
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Fig. 3. Audio augmentation module of BYOL-A.
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VINN-based Imitations

Delta Action Space

2 ] (c). Nearest Neighbor Imitation Learning Why VI N N [1]?
EES — f — - 2 5 e Less corivance shift, can
2 — reduce dangerous
Bropioception 3 Obsesation Library  Resl-Tine Observatin behaviors caused by
< embodiment gaps and
= |3 q% 6-dimensional actions
J l e space, to ensure the
Tactle Images : safety for human-to-robot
. transferring learning.
—— e Can be used for demos
I | with sparse actions. (Since
1 5 SRS , human’s motions are

(a). Data Collection (b). Representation Learning m U C h fa Ste r)
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Online Residual Reinforcement Learning

Motion Gaps Dynamic Gaps

State-only Observations Motion Imitation Motion Emulation



https://docs.google.com/file/d/15H6LECpk5t60hbvbWigQNSpiIwChzpbf/preview
https://docs.google.com/file/d/1rYPBNUIFdEZ1pyWDh8MkpwyZjXfopKCh/preview
https://docs.google.com/file/d/109RXUjRfniWLWduw2JiWxw9n9hXIil7E/preview
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Online Residual Reinforcement Learning

6D Delta Action Space

. (c). Nearest Neighbor
& Imitation Learning
§ — I s \
%
@
= r = N
f—,— Observation Real-Time
TE Library Observation
P~ g
= B T(ecga
o) C0ln|e=> | s o
B ] .
=3 @ 8
w
L— g
5|
s
w
e g. Final Poli
- s
é :> -—{ Human-Robot Alignment Rgzl?:dl
2 ‘ ‘
. il || U RL-Align ]+| RL-Task Di
Audio Signals
\ J \ J \ J

N Y
(a). Data Collection (b). Representation Learning (d). Online RL Fine-tuning

Using Real World
Residual RL to solve the
embodiment gaps
between human
demonstrations and robot
executions. (motion
difference)

Finetuning the offline
policy through interactive
learning through dense
local contact (inferior
reasoning of the contacts)
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Human tactile Data Collection

Two metrics:
e The number of usable demonstrations collected per hour.
e The success rate for collecting usable demonstrations.

How to define usable?

e The robot successfully inserts the object into the hole without any slipping or falling.
e The robot completes the task within 100 actions.

Methods Frequency  Success Rate
Spacemouse Teleoperation 19 trajy/hr  38.5% (20/52)
Hand Teleoperation 44 traj/hr  58.8% (20/34)

Human Tactile Demonstrations 104 traj/hr 83.3% (20/24)

Table 1: Data collection throughput for Human Tactile Demonstrations and Teleoperation systems.
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Human tactile Data Collection

2X



https://docs.google.com/file/d/1j_T_b0WIlhr8BYa-xHfPO67kq7qdljA8/preview
https://docs.google.com/file/d/1gsYki9wakhdeKfGsV4kAoZXMuTLQ3QKR/preview
https://docs.google.com/file/d/14WzU6QSH2Yl5CDW8TIDVMSf_9jZY6utW/preview

LEARNING HOW IT FEELS

Online RL Training

Real-world RL Training for Three hours

Success Rate (During Training)

o After each hour, we compute the task success rates over 25
policy rollouts, in alignment with the offline policy evaluation.

o For other time instances, we only compute the task success
rates over 10 policy rollouts to minimize sensor wear

100

S D [0
o o o

Success Rate (%)

N
o

Success Rates Over Training Time

B SpaceMouse
B HandGuided
B HumanTactile

90

60 80 100
Training Time (mins)

120

90

100




LEARNING HOW IT FEELS

Online RL Training

4X



https://docs.google.com/file/d/1lDXfniqImKW_9XynwYMLfaWVmYplxSEQ/preview

LEARNING HOW IT FEELS

Zero-shot Generalization

Sponge  Tissue

en
-

Shifting Tilting Two-stage Packing Multi-material Packing Assembly

Policy Shift 10° 20° Two-stage Rigid Soft Assem (I) Assem(A) Assem

Openloop 60% 56%  40% 52% 52%  36% 32% 37.5% 12%
MimicTouch 92.5% 92% 80% 88 % 80% 64% 76 % 68.4% 52%
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Zero-shot Generalization

Shift 0.8cm Tilt 10-20 Degrees



https://docs.google.com/file/d/1sVFpiaFYcXGsa7nJaBpCLPm_tMHEIRJL/preview
https://docs.google.com/file/d/1ju1moGqVTcwPfxLPy7skiA8iZXDLcNhA/preview
https://docs.google.com/file/d/1SxZCW7O82gCZyGuXOlMAYOumVV_7C_7O/preview
https://docs.google.com/file/d/1pCgsQ0zah3Uxu88c4luhZNEiw-wFdGt1/preview
https://docs.google.com/file/d/1m6cXW3urTKR42_Z1wkRHMg635N-YCNge/preview
https://docs.google.com/file/d/1lcntGLvYLa9OnWUDnzx6jXg4avt4aa92/preview
https://docs.google.com/file/d/1vx3Mst9hsCzaZeOHw5MpwLZUd2ts94Z_/preview
https://docs.google.com/file/d/13EiXMbRDR2Oi7gmKOI3iPogdBFoIZkgD/preview

LEARNING HOW IT FEELS

Zero-shot Generalization

2X

Multi-material Dense Packing (Pen)



https://docs.google.com/file/d/17Ne_Bn3Ltb9dfBhmJ_7Oswmttc7ey7Gp/preview
https://docs.google.com/file/d/1hwhaF2KhIk52WCsR7EFgQUh-0iF3aVsI/preview
https://docs.google.com/file/d/1tdd7AYc2RrKZf_qdSHlEjtuPSuL-F7Wf/preview
https://docs.google.com/file/d/1h3Y-hpU4gEKbBht4BVW1zZQWnQjRgSJV/preview
https://docs.google.com/file/d/1mzZEpRZ9Bqm0q5tI1eoe8rzwFZ7B2hen/preview
https://docs.google.com/file/d/13jaOzX279wlUi4xFFCq1MjqR7VR1ofsv/preview

LEARNING HOW IT FEELS

Limitations

No Visual Feedbacks

Need to embed Tactile Sensors

Cannot be adapt to more general policies
No Reward Shaping
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Watching Human Demos is not enough for Contact-rich Manipulations

e Human needs to do practice after watching expert demos
e Using visual policy as motion prior and tactile for practicing and residual correction

| m—

Exﬁert Demos ‘ Practice
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Watching Human Demos is not enough for Contact-rich Manipulations

e A new multisensory learning pipeline, bridging the gap between visual data and tactile data

Explore

Feedback
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Watching Human Demos is not enough for Contact-rich Manipulations

e A new multisensory learning pipeline, bridging the gap between visual data and tactile data
e Using visual policy as motion prior and tactile for practicing and residual correction

i )
1) Base Policy (Slow, Open-Loop)

Predict future actions in a chunk (horizon T')

base base base
[ a, ] [ Ariq ] ‘ Ary7-1 I
t t+1 t+T-1

base base base
a, Q11 R AeiT-1
t ! $ t+1 ¢ THT-1
< i N (s =
e PRSPt TRk RO teRtbEt i LibRd) ) Residual Policy Residual Policy Residual Policy Feedback to Residual Policy
(Fast, Closed-Loop) At (Fast, Closed-Loop) i s (Fast, Closed-Loop) |« (every control step)
Aa, Aat+1 Aat+T—1 * Observations (0;)
J,
_________________ * Tactile / Force (f¢)
Legend h v v « State / Proprioception (z;)

Base Policy Output
(Open-loop chunk)

I:] Residual Policy Output
(Correction)

Applied Action
(Sent to robot)

base _ base _ . base N2 J
L ag=a; + Aatj [at+1 =Qpyq +8a4 ] s | QeaT-1=qpy7 1 t Aat+T-1]

| |

o —————————

[ Environment / Robot |
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Watching Human Demos is not enough for Contact-rich Manipulations

e A new multisensory learning pipeline, bridging the gap between visual data and tactile data
e Using visual policy as motion prior and tactile for practicing and residual correction
o  Why not choosing simulator?

3X

Simulator Box Opening

Large Sim2Real Gap for Visuo-Tactile Hard to simulate all objects and dynamics
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Watching Human Demos is not enough for Contact-rich Manipulations

e A new multisensory learning pipeline, bridging the gap between visual data and tactile data
e Using visual policy as motion prior and tactile for practicing and residual correction

o  Why not choosing simulator?
e One take: Real-World RL is the final step for the last millimeter in all directions

3X

Simulator Box Opening

Large Sim2Real Gap for Visuo-Tactile Hard to simulate all objects and dynamics
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OmniTacTune : Policy-Agnostic Real-World RL for Tactile Adaptation

{® Visual Base Policies OmniTacTune % Real-World Tasks
Human Videos Base Policies
; Peg-in-Hole Charger Insertion
Peg-In-Hole Cap Opening Human Policy Two-Stage Real-World
' a ’ Tactile Residual RL —
: @ il L\E oy Adapting Tactile Feedback
4 = % & to Visual Base Polic
e oY% g .
Box Opening Charger Insertion -
: ‘ Stage 1 Stage 2
% ; a —1 Warmstart - Online RL -
N O High-Res @Dcme

Robot Data

Tactile Markers

Large-scale Robot Data Diffusion Policy

- (op)-

Multisensory Reward

Flow-derived Reward Tactile Reward

Kelin Yu*, Haode Zhang*, Harish Ravichandar, Yunhai Han, Ruohan Gao
In Submission, Best Paper Award at RSS Tactile for Foundation Model Workshop
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OmniTacTune : Policy-Agnostic Real-World RL for Tactile Adaptation

1. Data Collection and Base Policies

& B
(a) Data Collection Sources

s N - N
Human Video + Retargeting VR Teleoperation

 (b) Base Policies

7 -
Human Policy 0.5
0!
¢ — Flow Contir
Generation /7 2 — | pgjicy Pre-trained Acton |, actons
S e ot | 8ee

Diffusion Policy ACT

ALLNELY,

Encoder ‘ Decoder

s ome | D110 1041
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OmniTacTune : Policy-Agnostic Real-World RL for Tactile Adaptation

1. Data Collection and Base Policies

2. Two-stage Real-world Tactile Residual RL

1 . b 7 5 ) : &
(a) Data Collection Sources Stage 1: Warmstart Stage 2: Policy Learning
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Policy-Agnostic Flow Interface

How Generated Flow Makes Residual RL Policy-Agnostic

Shared Object-Centric

Any Frozen Visual Policy Interface quw-Tactlle Residual Pollcy
Human-flow policy, ACT. DP, of Tig.s _) generated keypoint goals + base- _) predicts bounded contact correction
outputs a base’actio;w ch’unk | Policysseien SNk Alres
P plus tactile feedback, no hidden only when correction is needed
states
Policy-Independent Reward Real-World Residual RL
reaching + grasp/contact + flow 9 updates residual policy, critic, and
matching + tactile stability - safety tactile encoder

penalty while keeping the base policy frozen
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Policy-Agnostic Flow Interface

PEG-IN-HOLE Spatial Generalization

Charger Insertion Cap Opening Box Opening

Guidance + reward shaping Guidance + reward shaping Guidance + reward shaping




LEARNING HOW IT FEELS

MultiSensory Reward Shaping and Policy Design

(- . . . B
Dense Reward Shaping Pipeline
2 . - . - ™
Generated Flow-derived Reward Tactile Grasping Reward Tactile Slippery Penalty
Generated Flow Robot Flow
Flow
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el g ::t 3 Encoder .I/ Action Chunk h
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J
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Keypoints Input »| Tactile Residual P
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\ = POllcy o Tactile q/ | . Final
Contact Gate P Residual ) Action Chunk
- J, No Contact o Action =
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Encoder )
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Tactile Data Generation for Sample Efficiency and Bootstraping

AF = -3N
. Marker-free
Input tactile image Marker Mask Tactile Image
:> |:> ControlTac
Remove
Markers
AF = 3N

ControlTac trajectory-level augmentation. A real tactile image is converted to a marker-free reference, perturbed to new
contact forces (e.g. 4F = —3N and AF = +3N) via ControlTac, and recomposed with the original marker mask — producing
physically plausible tactile variants for tactile-aware bootstrapping.
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Contact-rich Manipulation Tasks

Peg-in-Hole

3X

3X




Success rate (%)

LEARNING HOW IT FEELS

Comparing with Baselines

Peg-in-Hole
1001 (40% to 100%
80- within 50 min
60
40 =
204
0.

e

Charger Insertion
1110% to 100%
| |within 40 min

-

=
.

e

115% to 90%
| |within 50 min

Cap Opening

-

e

115% to 80%
| |within 80 min

s

Box Opening

0 1215 20 30 40 50
Training time (min)

0 1215 20 30
Training time (min)

40

0

121520 30 40 50
Training time (min)

60

0

* T T T T
12520 30 40 50 60 70 80

Training time (min)

=g QUrs PLD PLD (Visual Only) +— ViTAL
Method Peg-in-Hole Charger Insertion Cap Opening Box Opening Average
PLD* [22] 65% 60% 50% 35% 52.5%
PLD [22] (Visual Only) 60% 30% 40% 20% 37.5%
ViTAL [63] 50% 50% 45% 30% 43.75%
Ours 100 % 100 % 90 % 85% 93.75 %
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General Pipeline: Across different Data Source
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General Pipeline: Across Different Base Policies

(3 B ) 4 | 3]
Human / TeleOp Flow Policy ACT Base Policy
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eal
0.5 Base Policy |

Bal

Diffusion Policy Base %
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General Pipeline: Across Different Tactile Representations

T1: Force estimation T2: Slip detection
OORMSE (mN) 5 0.0 OOF1 score Pixel-Level Dynamic Details
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Results
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Ablations

Success Rate (%)
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One-take 40 mins Training Demo

20X

Training Demonstration




MAKING TOUCH SCALABLE

Tactile Data Augmentation for Sample Efficiency

1. Data Collection and Base Policies

=

2. Two-stage Real-world Tactile|Residual RL

(a) Data Collection Sources
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Recent Work in Tactile Data Scaling

Visual frames

,
’ .
g L}

L L}

1 [

:
Tactile frames.

={ Gao, CVPR 2023 Dou, CVPR 2024

Calibrated Visual-Tactile Data
e Require huge efforts for calibrations

Tactile
Sensor

Visual-Tactile
Correspondences

Fish-Eye Camera "

Robust Proprioception
Extensibility + Tactile Sensing

Tactile UMI
e Specific hardware for tactile scaling

| Zhu, NIPS 2025 |

Fang, ArXiv 2025

Bolt and N‘it (Hehca_l)

execution

HIE=

Li, NeurlPS 2025 Huang, CoRL 2025

GPU-accelerated Tactile Simulator
e Scaling tactile data via physics-based simulator
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Tactile Data Usage
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[
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Zhao et al., T3, Corl 2024
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Higuera et al., Spash,

T1: Force estimation
OQRMSE (mN) 4,

T2: Slip detection
0.9 OOF1 score

T6: Bead maze
Distance traversed
0

80
T4: Grasp stability
Q% Accuracy O% Accuracy

|:| E2E |:| Sparsh (MAE) |:| Sparsh (DINO) | Sparsh (DINOV2)
D Sparsh (LJEPA) |:| Sparsh (VJEPA)

]
T5: Textile recognition

T3: Pose
o estimation
0% Accuracy

T1A: Force field visualization )

Normal Force (Nermalized)

Cotton v/

Corl 2024
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Touch is Essential, but Tactile data is Fragmented

Si et al., RA-L
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Touch is Essential, but Tactile Data is Fragmented

S —
= =B

Different Positions

h,\//,/

v
A 4 B
&

Cross

Different Forces

Each contact corresponds to various contact positions and forces
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Reference
Tactile Image

HEEI © 18N8
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EEm
mEm
mEm
EEEI
EEEl S
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EEEl 5 INEE
EEm
EEm
]

Generated Tactile Image

Dongyu Luo*, Kelin Yu*, Amir-Hossein Shahidzadeh, Cornelia Fermuler, Yiannis Aloimonos, Ruohan Gao
ControlTac: Force- and Position-Controlled Tactile Data Augmentation with a Single Reference Image
ICCV CDEL Workshop Oral, In Submission
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ControlTac: Physically Controlled Tactile Image Generation

{_/ Object Classification _I I[
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Real-time Pose Trackmg Sy S S, Precise Insertion

o =\ WY

Dongyu Luo*, Kelin Yu*, , Amir-Hossein Shahidzadeh, Cornelia Fermuler, Yiannis Aloimonos, Ruohan Gao
In Submission, Oral at ICCV CDEL Workshop
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ControlTac: Physically Controlled Tactile Image Generation

Ref. Tactile Image
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ControlTac: Physically Controlled Tactile Image Generation

Raw Image
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ControlTac: Physically Controlled Tactile Image Generation

(a) Force-Control Generation
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ControlTac: Physically Controlled Tactile Image Generation

Text2Tac

The touch of
braided rope is
smooth, polished,
firm, cool, grainy.

Vis2Tac

Simulation

ControlTac
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ControlTac: Physically Controlled Tactile Image Generation

a) Object Ref. Image Corl:t(:-s(:FSOingnal Confr?)licseignal G.T. ControlTac Error Simulator Error Sim2Real Error
, [0.14,0.22, 3.72]
A % 4
O A ¥ < Y
Crogs [0.08, 0.29, 7.56]
\ [0.02,0.14, 7.51]
- \ [0.06, 0.14, 5.63] :
Triple Cylinder
[0.24, 0.26, 8.64] »
i" ") ' " j[n 1
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[0.41, 035, 6.24]
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- I ' / e
\ / ’
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CA R Y ' {
\ /
= [0.23,0.13,9.14]
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4 [0.28, 0.01, 5.04] - ;
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ControlTac: Physically Controlled Tactile Image Generation

METHOD SEEN OBJECTS UNSEEN: FEELANYFORCE UNSEEN: ANYTOUCH2
MSEV SSIMp MSEV SSIMt MSEWV SSIM™
Simulator 1054+19 0.68+0.03 1065+23 0.69+0.03 2157+14 0.61+0.04
Sim2Real 239+17 0.74+0.03 253+25 0.73+0.03 545+3] 0.70+0.05
Hybrid 31£5 0.81+0.04 37+6 0.75+0.04 = =
Separate 157+8 0.79+0.04 19911 0.72+0.05 — -

CONTROLTAC (Ours) 23+2 0.83x0.03 26+3 0.79x+0.04 29+2 0.81+0.02
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Cross-sensor Evaluation

MSE (Lower is Better)
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ControlTac: Downstream Tasks with Generated Data

~ 0.630kg

Object Weighting Imitation Learning

Kelin Yu - Apple Scholars Application
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Force Estimation

MAE Comparison: Real vs Generated Data

0.7

I Real Only
Il Real + 15k Gen
0.6 - Il Real + 30k Gen

MAE (N)
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ControlTac: Downstream Tasks with Generated Data

METHOD
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ControlTac: Downstream Tasks with Generated Data
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From Static Images to Tactile-action Dynamics

% 3\
Physics-Conditioned Tactile Generation and Scaling
. (11T
Ref. Tactile Image Force-Controt Gen® W !!!!
TR@L Physics-based sim Conditioned Dynamic tactile
Qe 3 1 marker fields, depth, generator sequences
¥ MTAC contact geometry (ControlTac core) aligned to states
s e
'im,’,"' real2sim2real augmentation loo
v UL . :
a) One reference image + physical conditions (contact force, position) — realistic, physically consistent b) From static images to temporally coherent dynamics:
tactile images (ControlTac, ICCV 2025 Workshop Oral). physics-informed dynamic tactile generation (RoboTac, in progress).
(. 4

aligned with robot states and actions

marker fields, depth, contact geometry ControlTac core for realism

RoboTac direction: a real-to-sim-to-real augmentation loop for tactile world models and policy tuning.



BIG PICTURE

Robot Manipulation in My Mind

. T =X 1 N N N
1. Task Planning Q@ 2. Motion Planning 3. Control & Interaction £™ 4 Robot @ X S—
What to do? a3 How to move there? How to execute and interatt? s
4 R e Y 1o N e
@ »% ® * @ e A. Motion Control || B. Interactior| Control
L Goal / Language / Scene Start Goal Obstacles Constraints ’Qt\ @
J \ i O‘
s \ = 4 ~N =4 3 =
O e
EE O_’O_’O fvo‘ '°-°’°‘o,°,°* ¢ Kinematics e Compliance
i o o i e |mpedance / Admittance
L Sidllsequence ) Collision-free trajectory Dynamics pe I A ;
4 E J e Stiffness K ctuation /
Execution
I "
fv " é i @) i 1 Sleaphg (Commands)
x* (t) . q* (t) e F/T sensing
Reach — Grasp — Insert - Release
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BIG PICTURE

Robot Manipulation in My Mind

Peg -In- Hole Cap Opening

OmniTacTune: Policy-Agnostic Real-World RL for Tactile Residual Adaptation of Visual Policies

Charger Insertion

&,6

e Cannot reach 100% success rates for those tasks which are easy for human
e One gap comes from controller & hardware sides, which cannot be bridged



https://docs.google.com/file/d/1t4S2tg8U7HxNdXCB7rTRCtoTpuNdlD6F/preview

PROPOSED DIRECTION

Future Idea: Controller / Stiffness Gaps between Human and Robot

Human Arm: Task/Object-Dependent Compliance Robot Arm: Rigid Body

0 Handle fragile object 9 Use tool / apply force
soft stiff

can be soft or stiff depending on task and object mostly rigid / fixed mechanical structure
& TN v,

Human: adaptable compliance —» versus <«—— Robot: rigid embodiment




PROPOSED DIRECTION

Future Idea: A Tactile World Model over Shared Physical Features

Tactile features Tactile world model predicted Compliance control

shared across
force, contact area, J > predicts future features J > schedules stiffness

s SEnsors . . contact
contact pose, slip under a candidate action ahead of contact

Trained on pooled tactile data: past datasets, RoboTac-generated sequences, and robot roll-

k outs. The same model plugs into imitation learning, human-to-robot transfer, and residual RL. &
The representation should be physical, not
sensor-specific pixels.
Hypothesis
State: normal/shear force, contact area, contact pose, slip Many small sensor-specific datasets
Data: prior tactile datasets, RoboTac sequences, OmniTacTune become one trainable corpus in a
rollouts, pUb"C tactile data common physica| space.

Use: contact grounding, imagined rollouts, and compliance control



Thanks for your listening!

Human priors

what should happen

Q&A

Grounded touch

how contact feels

Tactile World Model for
anticipatory compliance

Scalable data

physics + generation



